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Fast-Tracking Drug Substance Development
with Al, HTE, and Digital Twins
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Abstract: The increasing structural complexity of active pharmaceutical ingredients (APIs) poses significant
challenges for early-phase drug substance development, where speed and reliability are critical for clinical
readiness. To address these limitations, we present an integrated, technology-driven framework combining
Al-enabled route scouting, high-throughput experimentation (HTE), model-based process optimization
(Design20ptimize™) and Al-assisted co-crystal prediction. Case studies demonstrating substantial benefits,
including reductions in synthetic step count, material consumption, experimental effort, and overall development
time will be discussed. This integrated approach de-risks early-phase development, supports more sustainable
development practices, and enables strategic decision-making, offering a paradigm shift toward faster, smarter,
and more resilient drug substance development.

Keywords: Al-enabled route scouting - HTE - Design20ptimize - Co-crystal prediction

This mosaic portrays the authors of the manuscript. All are involved in
Process Research and Development within Lonza Advanced Synthesis.
From left to right: Aaron Johnson, Nichola McCann, Raphael Oeschger,
Jens Schmidt and Simon Wagschal.

1. Introduction

The development of active pharmaceutical ingredients
(APIs) in early clinical phases is increasingly challenged by
rising molecular complexity and the need for rapid progression
to first-in-human trials. Historically, process chemists have
relied on modified medicinal chemistry routes to supply early-
phase material. While expedient, these approaches often result in
suboptimal processes that fail to meet commercial manufacturing
criteria, leading to costly redevelopment and extended timelines
later in the product lifecycle. Over the past decade, the average
number of synthetic steps required for small-molecule APIs has
grown significantly — from approximately eight steps in 2006[!1 to
more than twenty steps in many contemporary candidates, 2! with
some highly complex molecules exceeding ninety steps.l3 This
trend underscores the inadequacy of traditional route optimisation
strategies and the urgent need for innovative solutions that combine
speed, robustness, and scalability.

To address these challenges, Lonza has developed an
integrated early-phase toolbox comprising four complementary
technologies: Al-enabled route scouting, high-throughput
experimentation (HTE), Design20ptimize™ and Al-assisted co-
crystal prediction. Al-enabled route scouting relies on computer-
aided synthesis planning (CASP) tools augmented with proprietary
supply chain intelligence to identify synthetic routes that are
not only chemically efficient but also commercially viable.l*l
HTE accelerates experimental validation and optimization by
screening hundreds of reaction conditions in parallel, significantly

*Correspondence: Dr. S. Wagschal, E-mail: simon.wagschal@lonza.com
Advanced Chemistry Technologies, Lonza AG, CH-3930 Visp, Switzerland

reducing development timelines.!>¢! Design2Optimize™ applies
physicochemical modelling and digital twin technology to refine
processes with minimal experimentation, enabling robust scale-up
and multi-objective optimization. Al-assisted co-crystal prediction
helps prioritize potential coformers for APIs with challenging
solid-form or solubility profiles, providing a data-guided way to
focus experimental screening when conventional polymorph or
salt strategies do not identify a suitable developable form. This
manuscript describes the principles and implementation of these
technologies, their integration into early-phase development
workflows, and case studies demonstrating their impact on
reducing synthetic complexity, improving sustainability, and
accelerating clinical readiness (Fig. 1).

2. Al-enabled Route Scouting

The growing number of steps required to make new APIs is
a significant problem. The starting point is often the medicinal
chemistry route, where speed was considered more important
than efficiency. Process chemists are tasked with finding better,
shorter, more efficient alternatives. Chemists rely on retrosynthetic
analysis to design synthetic routes — breaking the molecule down
into successively smaller pieces, until all are commercially
available, and can be re-connected by known reactions.[7-81 Al-
enabled route scouting allows this to be done far more effectively,
informed by databases of available molecules and of known
reactions.®) Computer-aided synthesis planning (CASP) uses
predictive retrosynthesis algorithms to search backward from
a target molecule to accessible starting materials and generate
plausible synthetic route options (Fig. 2).[10]

The predictive components typically rely on machine learning
models trained on large reaction datasets to propose likely bond
disconnections, precursor structures, or forward reaction steps.
CASP tools are widely used in discovery chemistry, where the
primary objective is often to identify a chemically plausible
route to a target molecule. However, we recognized that the same
technology could provide significant value in process development
if the search could be guided toward routes that are not only
synthetically feasible, but also practical from a manufacturing
perspective.

In process development, the highest-value route is not
necessarily the shortest or most obvious retrosynthetic path. It
must also account for starting material availability, cost, supply
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Fig. 2. Retrosynthetic search tree generated by computer-aided
synthesis planning.

risk, scalability, safety, isolation strategy, impurity control, and
overall manufacturability. This distinction motivated our use
of CASP as a development-aware route scouting tool, where
machine-generated route proposals are filtered and reviewed
through a process chemistry lens before experimental investment.

Importantly, the practical value of CASPinprocessdevelopment
depends not only on identifying chemically plausible routes, but
also on identifying routes that begin from realistic, scalable, and
economically sensible starting materials. To support this, Lonza
integrated a commercial CASP platform, Reaxys pRT Predictive
Retrosynthesis,['! with a curated supply-chain-informed starting
material database containing compounds available at process-
relevant scale. By constraining the retrosynthetic search towards
building blocks with favourable availability, cost, and supply
confidence, the workflow biases route generation toward options

that are more compatible with development and manufacturing
needs (Fig. 3).

This approach shifts Al-enabled route scouting from a
generic retrosynthetic exercise toward development-aware route
triage. Rather than treating all commercially available materials
equivalently, the model is guided toward starting materials that
are practically accessible in kilogram quantities and therefore
more likely to support rapid experimental evaluation, scale-
up planning, and commercial feasibility assessment. The
resulting route proposals are not final process decisions, but
prioritized hypotheses for expert chemist review, with supply
and manufacturability considered earlier in the route-selection
process. Additional route-selection considerations can include
intellectual property constraints, freedom-to-operate assessments,
and the acceptability of regulatory starting materials.

We are already seeing the impact of CASP tools on route
design. When relevant for new customer projects, a route scouting
exercise is performed to leverage internal proprietary technologies
and identify promising options. On a redacted example shown in
Fig. 4, we analysed the original 6-step synthesis and designed three
distinct approaches with 3, 4, and 5 chemical steps respectively,
that would avoid, for instance, the need for protecting groups.

3. High-Throughput Experimentation (HTE)

High-throughputexperimentation (HTE) is acornerstone of the
medicinal and process chemist’s toolbox, enabling rapid screening
of reaction conditions and accelerating process development. By
leveraging automation and miniaturisation, HTE allows dozens to
hundreds of experiments to be executed in parallel, significantly
reducing timelines and material consumption. Typical setups
include 96-well plate reactors operating under controlled
atmospheres, glove boxes for moisture-sensitive chemistry,
and modules capable of handling broad temperature (-35 °C to
180 °C) and pressure ranges (up to 100 bar).

We recently supported an early-phase project with the goal
of producing a few hundred grams. While the original synthesis
was convergent and suitable for the first gram-scale delivery
(Scheme 1), it required two column chromatographies and
multiple synthetic steps to reach the final API from chloro-pyridine
derivative 2. We also wanted to replace the Cbz protecting group
with a Boc protecting group and allow metal-free deprotection to
reach compound 5.

We first focused on developing a chromatography-free
synthesis of compound 2. After chlorination, crude compound 2
was obtained as an 85:15 mixture of regioisomers, which required
a tedious purification on silica gel. As we anticipated an unlikely
downstream removal, we wished to develop a recrystallization
at this stage. We slurried the crude mixture of 2 in 24 solvents
and evaluated the solubility after equilibration. The mixture was
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Fig. 3. Summary of supply chain information for N-methylpiperazine: Price index spanning (2019-2024) (left), stacked bar chart conveying the
quantities available from suppliers, on an annualised basis (middle), trade flow geographical insights (right).
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Fig. 4. Overview of alternative routes identified for a redacted example,
using Al-enabled route scouting.

soluble in all cases except for two solvents: 1-butanol afforded
the desired compound in 99:1 regioselectivity and 10% recovery
after filtration. On the other hand, a slurry in n-heptane gave 2 in
a 60% recovery but only 95:5 regioselectivity. By combining the

two solvents, we could isolate compound 2 with >99 area% purity
and >50% isolated yield on multi-hundred-gram scale.

Thenextfocus wasthedevelopmentofthecolumn-free synthesis
of arylated piperazine 5, starting with a Buchwald-Hartwig
coupling of bromide 3 and Boc-piperazine, using HTE. Our plate
design included 2 palladium precursors, 8 ligands, 3 bases, and 6
solvents, culminating in three 96-well plates (Table 1). The best
results were obtained with NaOzBu as a base, and a combination
of rac-BINAP (BINAP = 2,2'-bis(diphenylphosphino)-1,1'-
binaphthyl) with palladium acetate, affording full conversion in
2-methyltetrahydrofuran (MeTHF).

For the next set of experiments, we tested various
stoichiometries under these conditions, and each experiment was
run on a | g scale in 20 mL vials, with automatic sampling every
30 min for each vial (Fig. 5). We found that all experiments gave
full conversion to Boc-4 within 16 h and decided to scale-up the
conditions with the lower Pd loading (0.5 mol%, red square on
Fig. 5). After confirmation of the results on 25 g scale and Boc
deprotection with HCI, compound 5 was obtained in >80% assay
corrected yield.

Pd-catalyzed
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HO.__N Cl N
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« Dg E— « g s
Flash N
1 chromatography 2
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3 RrA A Br Pd-catalyzed Pd-catalyzed Amide Bond
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Scheme 1. Initial route for API 6.
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Table 1. HTE results obtained for Buchwald-Hartwig coupling of bromide
3 with N-Boc-piperazine, using NaOtBu as a base.

With compounds 2 and 5 in hand, we next studied the feasibility
of a Pd-catalysed amino carbonylation, which would conveniently
afford the final API 6 in a single step and avoid two chemical
steps.[12131 A HTE plate containing combinations of 6 solvents,
8 ligands, and two bases was designed, with Pd(OAc), as a
pre-catalyst and 5 bar CO pressure, at 100 °C (Table 2). Several
combinations gave >90% conversion and the combination of
1,4-bis(diphenylphosphino)butane (DPPB) and isopropyl acetate
(iPrOAc) was selected for further studies. We later demonstrated
that 1 bar CO pressure was sufficient to drive the reaction to
completion which avoided the 20 bar CO pressure described in the
original reaction conditions. This drastic CO pressure reduction
significantly improved operational safety and allowed the reaction
to be run in a standard vessel, thus simplifying equipment
requirements and facilitating implementation at manufacturing
scale.

In the presence of 2.5 mol% Pd(OAc), and 3 mol% DPPB, the
desired API 6 was isolated in >70% isolated yield and 99 area%
purity.

When combined, those improvements shortened the longest
linear sequence by two synthetic steps, reduced the total number
of isolations from 6 to 2 and completely avoided the need for
column chromatography. With this streamlined approach, the
amount of starting materials needed to deliver the target amount
was reduced by 30% for hydroxy pyridine derivatives 1 and by
70% for aryl bromide 3, and the cost for N-protected piperazine
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Fig. 5. Conversion curves for the formation of Boc-4 from bromide 3.

Table 2. HTE results obtained for the Pd-catalysed amino carbonylation
of chloride 2 with piperazine 5.

was reduced by 50%. The process mass intensity (PMI) could also
be reduced from an initially projected >6000 value due to the two
chromatographies to around 200 with the optimised route. This
example illustrates how the combination of route scouting and
HTE can substantially accelerate early-phase development while
reducing cost and material consumption.

4. Model-Based Process Optimisation with
Design20ptimize™

Design20ptimize™ (D20) is a model-driven optimization
framework developed to accelerate process development
by reducing experimental effort while enhancing process
understanding and robustness. In contrast to conventional
statistical design of experiments (DoE),['*] which often relies
on predefined experimental matrices and can require a large
number of trials, D20 integrates physicochemical modelling with
sequential experimental design strategies to guide experimentation
strategically.

The D20 methodology employs optimal experimental design
(OED), in which experiments are selected to maximize information
gain with respect to the underlying model parameters. Initially,
a model is parameterised using all available experimental data.
This model is then used to evaluate the expected informativeness
of candidate experimental conditions. The design algorithm
subsequently identifies experimental conditions that reduce model
uncertainty. These selected experiments are carried out, and the
model is re-parameterised using the newly acquired data. This
sequential procedure — model calibration followed by optimal
experiment selection — is repeated iteratively until a predefined
level of model fidelity or process robustness is achieved, typically

Fit model parameters to
existing measurement(s)

Identify conditions to
better define parameters

Simulate system in
digital twin / Whatlf

Stop when
desired
model
accuracy is
achieved

Inputs:
Physical model
>1 measurement

Multicriterial
optimization, with
constraints

Measure

Make new measurements to
improve model robustness

Fig. 6. Overview of the D20 framework, showing iterative experimental
design.
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Scheme 2. Optimised synthetic route for API 6.

with substantially fewer experiments than required in conventional
DoE approaches (Fig. 6).115.16]

The required level of model fidelity is application dependent
and is determined by the intended use of the model. In early-stage
process development, the primary objective is often to identify
promising operating regions, understand the dominant process
drivers, and establish the overall shape of the design space. In such
cases, acomparatively lower prediction accuracy may be sufficient,
allowing the experimental design cycle to be concluded after fewer
iterations. Conversely, in later development stages, where process
optimization may focus on achieving incremental improvements in
yield, selectivity, or impurity control, more stringent performance
criteria are typically applied. Additional experimental iterations
can then be performed to further reduce parameter uncertainty
and improve predictive accuracy. Consequently, the model
performance metrics, and acceptable prediction error are defined
in the context of the specific development objectives, balancing the
desired confidence in model predictions against the experimental
effort required to achieve it.

A central component of the D20 framework is the digital
twin, which is constructed from the parameterised model obtained
during the experimental design phase. The digital twin provides
a computational representation of the process that can be used
for in silico evaluation of process behaviour across the explored
design space. In this context, it enables ‘what-if” scenario testing,
such as the prediction of impurity formation under temperature
excursions or the assessment of yield sensitivity to variations in
operating conditions. More generally, it facilitates the quantitative
characterization of relationships between input variables, process
parameters, and critical quality attributes without requiring
exhaustive physical experimentation.

The digital twin also supports systematic robustness
analysis. By leveraging the trained model, sensitivity analyses
can be performed to identify critical process parameters and
their interactions, and to quantify their influence on process
outputs. Furthermore, uncertainty propagation techniques allow
the assessment of how experimental variability, measurement
noise, and model uncertainty affect predicted process
performance. These analyses enable the identification of regions
within the design space in which the process exhibits stable
performance with limited sensitivity to perturbations, thereby
defining robust operating regions suitable for reliable scale-up
and manufacturing.

In addition, D20 supports multicriterial (multi-objective)
optimization, allowing simultaneous consideration of multiple,
potentially conflicting objectives such as yield, selectivity,

impurity levels, throughput, or cost. Rather than collapsing these
objectives into a single scalar function, the framework enables
the identification of a set of Pareto-optimal solutions, for which
no objective can be improved without deterioration of at least one
other. This explicit representation of trade-offs provides a more
transparent basis for decision-making compared to weighted-sum
approaches, which can obscure underlying compromises.[!7-18]

A key advantage of this framework is its role in decision
support. By navigating the Pareto set interactively, engineers can
compare alternative process configurations and select solutions
that best reflect the priorities of the task at hand. This enables
systematic identification of trade-offs between -conflicting
objectives rather than convergence toward a single, potentially
suboptimal solution.

In a recent application, a chlorination process required
optimization to improve yield and reduce impurity formation
(Fig. 7). A statistical DoE approach was predicted to require 30
experiments, each taking one day. In stark contrast, D20 allowed a
physical model to be developed within a matter of hours. Existing
data from four prior experiments were used to parameterise the
model, and the platform calculated the most informative conditions
for refinement. Only two additional experiments were performed,
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and the desired model robustness was achieved in a total of six
trials. This approach reduced the experimental time from about a
month to less than one week, while delivering a predictive model
capable of guiding scale-up and future troubleshooting.

There are multiple clear benefits, including efficiency, with
the significant reduction in experimental workload and timelines.
The insight it provides is invaluable, giving an enhanced
mechanistic understanding through model-based analysis. It
imparts flexibility, allowing process changes to be simulated and
trade-offs assessed before a process is implemented (Fig. 8).
Finally, the D20 approach offers significant sustainability benefits
— the need for fewer experiments translates to reduced resource
consumption and less waste.
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Fig. 8. Pareto front showing the trade-off between yield and reaction
time for the chlorination process (each point is a different set of
optimised operating conditions).

5. Solid Form Services - Co-crystal Development

Selecting the optimal solid form is critical for small-molecule
drug development and requires balancing solubility, stability,
manufacturability, and bioavailability.['] Polymorphs and salts
remain common solid-form strategies, but co-crystals can provide
an important alternative when conventional approaches do not
meet the target property profile.l20l Identifying suitable co-crystals
is challenging because the API-coformer search space is large,
the probability of success for any individual pair is often low, and
conventional screening remains largely empirical.[2!-22]

Mechanistic and physics-based methods, including
thermodynamic calculations, molecular dynamics, and
electrostatic approaches, can provide useful insight into
co-crystallization behaviour.[23] However, these methods can
be computationally intensive, low-throughput, or limited by
simplified assumptions when applied across large coformer
libraries.?*l Machine learning provides a complementary strategy
by learning patterns from curated experimental and structural
datasets, then using those patterns to prioritize API-coformer
pairs for experimental evaluation.[?>!

Lonza’s Al-assisted co-crystal workflow is designed as a
decision-support tool for solid-form screening and coformer
selection. APIs and coformers are represented using molecular
fingerprints and physicochemical descriptors, including features
related to hydrogen bonding, ionization, size, polarity, and
lipophilicity. Paired-molecule features are then used to train
supervised models that estimate the probability of co-crystal
formation. Because solid-form outcomes can be ambiguous,
including salts, co-crystals, solvates, hydrates, and related forms,
a secondary classifier supports interpretation near the salt/co-
crystal boundary alongside analytical evidence.[20]

The initial workflow used two classifiers: one to predict co-
crystal formation and a second to help resolve ambiguous salt
versus co-crystal outcomes. Internal validation was performed
using a structure-based scaffold split, in which structurally
related compounds were kept within the same training or test
partition. This approach provides a more stringent assessment
of model generalization than a random split by reducing the
likelihood that closely related chemical structures are represented
in both datasets. Under this validation approach, the dual-
model workflow achieved 82% accuracy, 84% F1 score, 76%
precision, and 94% recall. The comparatively high recall is
particularly relevant for candidate prioritization, where missing
a potentially successful coformer may be more consequential
than experimentally evaluating some false-positive predictions.
More recently, the workflow was extended with graph neural
network models that represent molecules as atom—bond graphs
and learn molecular embeddings through message passing.[27-28]
This enables the model to capture local chemical environments
and structural patterns beyond predefined descriptors. Because
co-crystallization depends on pair compatibility, embeddings
from the API and coformer are evaluated jointly rather than
treating either molecule independently. Using the same general
structure-based validation methodology, the graph neural network
model achieved comparable performance in internal testing, with
81% accuracy, 85% F1 score, 82% precision, and 89% recall.
These results supported incorporation of the graph model into the
broader ensemble workflow, where it provides complementary
information to the descriptor-based and salt/co-crystal classifiers.

The current strategy combines these complementary model
families into an ensemble workflow (Fig. 9). Descriptor-based
models capture engineered physicochemical features and
established co-crystal-relevant properties, whereas graph-based
models learn structural representations directly from molecular
connectivity. Integration of the co-crystal classifier, the salt/co-
crystal ambiguity model, and the graph neural network provides
a more robust candidate-ranking framework than reliance on
any individual model. This ensemble approach distinguishes the
workflow by combining complementary molecularrepresentations
and prediction tasks within a unified decision-support framework.
The resulting output is used to prioritize high-value API-coformer
pairs, deprioritize lower-probability candidates, and support
selection of compounds for experimental evaluation.

The workflow was further assessed through laboratory
verification of the API-coformer combinations summarized in
Table 3. Relative to the original model, the ensemble framework
increased the number of correctly predicted outcomes for API 1
from 8/10 to 10/10, for API 5 from 7/10 to 8/10, and for API 6
from 8/10 to 9/10, while maintaining performance for APIs 2—4.
Across the combinations reported in Table 3, this corresponds to
an increase from 48/60 correct predictions for the original model
to 52/60 for the ensemble model, improving overall prediction
accuracy from 80.0% to 86.7%. These results indicate that
integrating descriptor-based, graph-based, and salt/co-crystal
ambiguity models can improve predictive performance while
maintaining accuracy across API sets. New forms were primarily
identified by powder X-ray diffraction, with thermogravimetric
analysis (TGA), differential scanning calorimetry (DSC), and

XGBoost 1

XGBoost2 o= Final

Prediction

Fig. 9. Ensemble model strategy for Al-assisted co-crystal prediction.



582

CHIMIA 2026, 80, No. 9

NEw TRENDS IN INDUSTRIAL CHEMISTRY

Table 3. Prospective laboratory validation of Al-prioritized conformers.

Model API1 API2 API3 API4 API5 API6
Original 8/10 9/10 7/10 9/10 7/10 8/10
model
Ensemble 10/10 9/10 7/10 9/10 8/10 9/10
model

Prediction accuracy is shown as the number of correctly predicted API/
coformer outcomes out of 10 selected coformers per API.

nuclear magnetic resonance (NMR) spectroscopy used as needed
for further characterization.

The intended applicability domain of the workflow is
pharmaceutically relevant, drug-like small-molecule APIs and
coformers with structural and physicochemical characteristics
represented in the model-development dataset. Predictions are
expected to be most reliable for molecules that fall within this
chemical space. Results for structurally unusual molecules or
compounds substantially different from those represented in
the training data should be interpreted with greater caution and
supported by expert review and experimental confirmation.

Overall, the main benefit of the workflow is targeted
prioritization. By combining paired-molecule prediction,
ambiguity handling, graph-based representation learning,
ensemble prediction, and experimental validation, the approach
provides a more data-guided route to co-crystal discovery. The
ensemble framework is the principal predictive differentiator,
integrating complementary model outputs to improve candidate
ranking while preserving the role of expert solid-form review and
laboratory confirmation.

6. Conclusion

The growing complexity of modern small-molecule APIs
demands early-phase development strategies that deliver speed
without compromising robustness, scalability, or sustainability.
This work illustrates how the integrated application of Al-enabled
route scouting, high-throughput experimentation, model-based
process optimization, and data-guided solid-form selection can
address these challenges in a complementary and pragmatic
manner. Rather than replacing chemical expertise, these tools
support informed decision-making by focusing experimental
effort where it delivers the greatest value. The presented case
studies demonstrate tangible reductions in development timelines,
experimental burden, and material consumption, while enhancing
process understanding and resilience. As molecular complexity
continues to rise, such digitally enabled, experimentally grounded
workflows are poised to become an essential component of
efficient and sustainable drug substance development.
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