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Abstract: Chemical engineering has evolved by adapting to available tools — from empirical correlations to sim-
ulation platforms and high-throughput experimentation. Each transition reshaped what was computationally
and experimentally affordable, determining which problems received attention. Artificial intelligence introduces
a new shift in this cost structure: specifically, the cost of building mechanistic models and extracting structured
knowledge from unstructured data. This perspective argues that Al enables correction of two long-standing im-
balances: the limited ability to distinguish exploratory (data-sparse) from exploitative (data-rich) problem modes,
and an entrenched preference for experimentation over mechanistic reasoning. We propose a unified framework
combining two complementary Al-enabled architectures — the Data Pipeline and the Insight Pipeline — and intro-
duce a four-axis diagnostic for selecting between them based on physical-law knowability, data availability, re-
gime novelty, and reliability constraints. In fine chemical manufacturing, where formalized physical understanding
is valuable, yet scarce, large language models offer a practical path to accelerate know-how generation within
this framework. A recommended workflow for large language model (LLM)-assisted modeling is outlined, em-
phasizing auditability, competing hypotheses, uncertainty quantification, and information-rich experimentation.

We hope this supports a renewed modeling-first culture in chemical engineering.
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1. Introduction: A Discipline Shaped by Its Tools
Chemical engineering has progressed by adopting what works
under constraints. When computation was expensive, engineers re-
lied on correlations embedded in standards and handbooks and
on ‘rules of thumb’.ll These rules of thumb distilled results of
optimization and analysis of first principal models in actionable
policies that, however imprecise, delivered the products we use
daily, from paper to toothpaste. When digital simulation matured,
tools such as Aspen codified a generation of modeling choices and
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made them operational at scale, for the industries that succeeded in
adopting these tools to their needs. Experimentation also became
cheaper and faster, thanks to automation and analytical instrumen-
tation, compounded recently with advances in rapid prototyping,
e.g. 3D-printed reactor components. This enabled experimentation
to become the dominant mode of process development.

Each transition was rational. It was not necessarily better sci-
ence; each was shaped by what was economically and operation-
ally feasible at the time. The shift from correlations to simulation,
for example, was enabled less by new physical theory than by
affordable computing power and advances in computational al-
gorithms.

Artificial intelligence now changes the cost structure again.
Computation ability is much cheaper, also extracting structured
knowledge from unstructured records, and building bespoke
mechanistic models without platform dependencies. The chal-
lenge tackled here is how to use Al to correct structural imbal-
ances introduced by previous technological regimes.

Two such imbalances are particularly relevant because they
directly affect how resources are allocated in process develop-
ment. The first is organizational: chemical engineering problems
are often treated with an undifferentiated approach irrespective
if the problem is explorative or exploitative in nature (discussed
below). The second is epistemic: the discipline has shifted toward
experiment-driven development at the expense of mechanistic
reasoning. This perspective argues that Al enables rebalancing
along both dimensions.

2. Two Abilities of Chemical Engineering in Process
Development

2.1 Exploration vs. Exploitation
Engineering problems in process development relate to da-
ta in different ways. In exploratory settings, the design space
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is incompletely characterized, mechanisms are uncertain, and
available data are insufficient for reliable prediction. A first
scale-up of a novel heterogeneous catalytic process exemplifies
this: heat and mass transfer interactions are poorly constrained,
and no historical dataset exists at the target scale. In exploit-
ative settings, historical data are abundant and representative,
and the task is to extract actionable signals from accumulated
observations — for example in the case of a company having
ample experience within a reaction class, previous data may be
used to inform experimental conditions for a next effort in the
same reaction class.

These modes require fundamentally different approaches, and
mismatches carry real costs. Applying purely data-driven meth-
ods to exploratory problems leads to unreliable extrapolation.
Exploratory process-development is often noisy- with budding
analytical methods, unoptimized equipment choices, variability
introduced by manual intervention before teams get trained in the
technology efc. Also, models trained on laboratory data cannot
predict plant-scale behavior when the governing regime changes.
Conversely, relying exclusively on first-principles reasoning in
data-rich operational environments ignores the statistical patterns
that reveal equipment degradation, raw-material variability, or
process drift.

2.2 Data Pipeline vs. Insight Pipeline

These two modes correspond to two distinct Al-enabled ar-
chitectures. In the Data Pipeline, LLMs transform unstructured
information or legacy documentation, for example laboratory
notebooks, batch records, and deviation reports, into structured
datasets amenable to statistical learning, anomaly detection, and
operational monitoring. For instance, an LLM can parse numer-
ous free-text batch deviation reports into a structured table of root
causes, enabling time-series analysis of recurring failure modes.
The strength of this architecture lies in leveraging large volumes
of representative data that already exist but are trapped in an un-
structured form.

In the Insight Pipeline, LLMs assist in formalizing first-prin-
ciples knowledge into executable computational models — sys-
tems of differential equations, thermodynamic property predic-
tions, or population balance frameworks that can be parameter-
ized against data and interrogated for sensitivity. For example,
an LLM can assemble a reactor model from published kinetic
mechanisms, generate the numerical solver code, and identify
which parameters are identifiable from available measurements.
The value here lies in data volume, physical structure and causal
interpretability.

These pipelines map onto exploitation (data-rich) and explo-
ration (data-sparse) modes respectively and should be treated as
complementary components of a unified modeling strategy rather
than competing alternatives.

2.3. When to Use Which: A Diagnostic Framework

To guide architecture selection, we propose evaluating prob-
lems along four axes which can be updated iteratively as the
knowledge and design space expands:

Physical law knowability (y): Can governing equations be
written from established theory? Systems governed by well-char-
acterized conservation laws score high; systems involving poorly
understood interfacial phenomena or biological variability score
low.

Data availability (6): Are sufficient representative data avail-
able at the conditions of interest? A mature production process
with years of batch records scores high; a novel chemistry at pilot
scale scores low. This can also be viewed as cost to make the data
available.

Regime novelty (p): Is extrapolation required beyond the
conditions represented in available data? Scale-up from lab to

plant, or operation at new temperatures/pressures, implies high
regime novelty.

Reliability constraint (c): How strong are requirements for
explainability and auditability? Safety-critical decisions or reg-
ulatory submissions demand high reliability; internal screening
studies tolerate more uncertainty.

Problems with high 8, low p, and low ¢ favor the Data
Pipeline. Problems with high y, high p, or high ¢ favor the Insight
Pipeline. Intermediate cases — which are common in practice —
suggest hybrid approaches that use data-driven methods for pat-
tern identification and mechanistic models for interpretation and
extrapolation.

This framework makes modeling assumptions explicit and
enables structured discussion across engineers, chemists, and data
scientists who may otherwise talk past each other.

3. Al and the Return of Mechanistic Reasoning

3.1 Platform Lock-in

Commercial simulation platforms have significantly increased
productivity but have also embedded specific modeling assump-
tions into infrastructure. While powerful, these tools tend to con-
strain practice to the subset of problems they represent well. It
may even be assumed that problems outside these bounds, such
as early-stage chemistry or novel unit operations, are often treated
empirically because of their inability to be solved by platforms
like AVEVA Pi or ASPEN.

Al lowers the cost of building mechanistic models outside
such platforms, making it feasible to revisit problems that were
previously left to heuristic approaches.

3.2 The Experiment Imbalance

There is a widespread decreasing cost of experimentation.
This comes from increased competition in lab equipment, for
process experimentation, analysis and robotics. As organizations
become multi-national, operations in geographies with suita-
ble cost structures offer cost efficiency in experimental efforts.
Additionally, better adoption of empirical optimization tech-
niques such as Design of Experiments (DoE),[2! can help explore
a design space and identify not just local, but also global optima
effectively; thus, increasing the return on investment in experi-
mentation.

While effective for optimization, such approaches rarely probe
the structure of the underlying mechanisms or explore alternative
regions of the design space. The ability to extrapolate beyond the
experimented design space or even assume that models that result
from this can be reproduced in another laboratory or geography
is very limited.

3.3 A New Cost Structure

Al changes the relative cost of computation versus experi-
mentation. It does this at the roots where LLMs can help convert
narrative and process descriptions to mathematical models based
on conservation of mass, heat and momentum with different de-
grees of fidelity and rigor as requested by the user. LLMs can do
this using the knowledge acquired during pretraining or a specific
corpus of modeling knowledge provided by the user. LLMs can
deploy the whole arsenal of mathematical analysis to explore the
phenomenology captured by the model and the implication of its
assumptions. LLMs can then assist in converting these models
to simulation programs either based on closed form and analyt-
ical solutions or using numerical methods. LL.Ms can scan for
chemicals that could behave similarly regarding the phenomena
captured by the model to present quantitively results accessible to
sensitivity analyses. Therefore, mechanistic exploration augment-
ed by LLMs is now often cheaper than extensive experimental
campaigns for hypothesis generation and screening.
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This shift creates an opportunity to redesign the relation-
ship between modeling and experimentation. Experiments then
become most valuable when used to validate, discriminate, and
stress-test models, rather than to substitute for them.

Recent reviews of Al-assisted conceptual process designl?!
confirm that the dominant wave of applied work focuses on pro-
cess synthesis via supervised and reinforcement learning — auto-
mating flowsheet generation and equipment selection from op-
erational data. These approaches are well-suited to exploitative
settings where representative process data exists. However, they
share the same structural limitation as the experimental paradigm
they accompany: the resulting models are correlative, not causal.
They identify patterns within the data regime but do not provide
the mechanistic structure needed for reliable extrapolation, scale-
up, or regulatory justification. The Insight Pipeline proposed here
addresses this gap directly.

4. Rehabilitating Stranded Knowledge

Chemical engineering possesses a rich theoretical inher-
itance — unified conservation equations, population balance frame-
works, rigorous equation-of-state thermodynamics, non-ideal
mixing theory — that has been progressively underused in in-
dustrial practice due to executional difficulty. These frameworks
require specialized mathematical expertise to set up, significant
programming effort to solve numerically, and careful judgment to
parameterize. In time-constrained development projects, simpler
empirical approaches win by default.

LLMs reduce this execution barrier substantially. As an exam-
ple, an LLM generates a simulator for an industrial crystallizer
based on a population balance model with size-dependent growth
kinetics. Subsequently it generates a method-of-moments solver
and searches literature to identify which moment closures are ap-
propriate for the crystal system in question.

This does not eliminate the need for expertise. The engineer
must still judge whether the model structure is appropriate and
whether the parameterization is physically meaningful. The en-
gineer also stipulates the criteria that the LLM uses to check the
outcome of the models, e.g. dimensional consistency and which
closures and constitute equations are to be chosen.

Usage of the LLM, however, lowers the cost of applying fun-
damental theory rigorously to routine problems that would be
otherwise considered too complex for modeling. In this way,
transport phenomena, population balances, and non-equilibrium
thermodynamics shift from specialized expertise toward rou-
tine engineering practice, accessible to any engineer willing to
engage critically with an LLM-generated model. Based on the
skills and development directions of the workforce in the com-
pany, this mode of interaction with LLMs can be popularized
among all engineers or concentrated in a modeling group that
masters the deployment of LLMs to produce models, simula-
tion and physic-based insights relevant to business needs at high
throughput.

5. From Models to Understanding: A Recommendation

LLMs can generate plausible-looking models rapidly, but
plausibility is not reliability. To avoid replacing experimental
bias with algorithmic bias, LLM-assisted modeling must follow a
disciplined workflow in which each step introduces a constraint
that prevents downstream steps from producing misleading re-
sults. Crucially, the four-axis diagnostic framework (\, 9, p, G)
does not merely select a pipeline at the outset; it actively informs
the rigor, scope, and emphasis of every workflow step. The eight
steps below operationalize the pipeline selection shown in Fig. 1
into a structured workflow

[}
Data
availability

¥
Physical-law
knowability

P o
Regime Reliability
novelty constraint

{Score each axis from low to high and determine diagnostic tendencies]

|

‘Which architecture
is adequate?

Data Pipeline
High 4, low 9, low p

Hybrid
High 4, high ¢
Both data and physics useful

High v, low 4, high p or o
Fig. 1. Diagram of the diagnostic framework for selecting the LLM-
enabled analysis pipeline. Physical-law Knowability (y) and Data
Availability () serve as main axes (horizontal and vertical, respectively)
determining four principal pipeline classes. Regime novelty (p) and reli-
ability constraint () act as overlay modifiers. The red mark corresponds
to the worked example below (heterogeneous hydrogenation: high s,
low-to-medium §, high p, high ¢ — Insight Pipeline).

If both % and 6 are low:
collect data, reformulate, or defer

Step A: Explicit Decision Framing
Define what the model must support - prediction, discrimi-

nation between mechanisms, or optimization-before construction

begins. The diagnostic axes set the framing conditions:

* High reliability constraint (6) demands that the model’s pur-
pose be narrowly and formally stated, with documented ac-
ceptance criteria.

* High regime novelty (p) signals that the model will be used
for extrapolation, which constrains the framing to favor mech-
anistic structures over correlative ones.

* High data availability (8) with low p may permit a broader,
more exploratory framing because the model can be validated
against abundant historical records.

A well-framed decision prevents scope creep - an LLM generating

an elegant coupled Partial Differential Equations (PDE) system

when a simple mass balance suffices for the actual decision at
hand.

Step B: Knowledge Extraction and Auditing
Identify governing equations, assumptions, and parameter

sources; verify each against primary literature. The framework

guides the depth of extraction:

* High physical-law knowability () means published conser-
vation equations and constitutive relations exist and should
be retrieved, not reinvented. The LLM’s role is assembly and
consistency checking.

* Low y signals that available theory is incomplete or contested.
The audit must flag which constitutive closures are empiri-
cal approximations versus established physics - a distinction
LLMs routinely obscure if not explicitly prompted to differ-
entiate.

* High p demands that parameter sources be checked for appli-
cability at the target conditions, not merely at the conditions
where they were originally measured. This step converts LLM
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outputs from plausible narratives into traceable claims with
explicit provenance.

Step C: Competing Model Development
Construct at least two models of different complexity - includ-

ing a simple baseline - to prevent premature commitment to a sin-

gle structure. The diagnostic framework guides model diversity:

e High vy, high p (Insight Pipeline territory): competing models
should differ in their mechanistic assumptions (e.g. plug-flow
vs. axial dispersion; isothermal vs. non-isothermal).

e High 9, low p (Data Pipeline territory): competing models
should differ in their statistical structure (e.g. linear regres-
sion vs. random forest vs. physics-informed neural network
(PINNs).[4]

e Intermediate cases: one candidate should be predominantly
mechanistic, another predominantly data-driven, allowing
direct comparison of their failure modes. A simple baseline
model (e.g. a global mean, a zeroth-order correlation) anchors
the comparison and prevents the illusion that complexity
equals accuracy.

Step D: Identifiability Checks
Before fitting parameters, verify that they can be uniquely de-

termined from available data. This is where the diagnostic axes

operationalize directly:

e 0 (data availability) determines whether enough independent
measurements exist to constrain the parameters. Low & com-
bined with many parameters guarantees non-identifiability.

e 1 (knowability) indicates whether parameter values can be
bounded from theory (e.g. diffusion coefficients, activation
energies within physically reasonable ranges), partially com-
pensating for limited data.

* p (regime novelty) warns that parameters identified under one
regime may not transfer to another - structural identifiabili-
ty may hold mathematically but practical identifiability fails
when the data do not excite the relevant dynamics. If identi-
fiability fails, the workflow starts again at Step C to simplify
the model or guides Step G to design experiments that resolve
the ambiguity.

Step E: Uncertainty-Aware Parameterization
Fit parameters while quantifying their uncertainty through

confidence intervals, Bayesian posteriors, or profile likelihoods.

The framework shapes what ‘adequate’ uncertainty quantification

looks like:

e High ¢ (reliability constraint) requires formal uncertainty
propagation to decision outputs - not just parameter error bars
but predicted outcome distributions.

e Low & means wide priors or large confidence intervals are
expected and honest; artificially narrow estimates from over-
fitting sparse data are the primary risk.

e High p means that uncertainty bounds derived from current-re-
gime data are lower bounds on true predictive uncertainty at
target conditions.

Step F: Sensitivity and Scenario Analysis
Systematically vary parameters and boundary conditions to

identify which inputs dominate model outputs and where predic-

tions are fragile. The diagnostic axes direct the analysis:

* High p demands scenario analysis at the target regime, not just
the data regime - testing what happens when heat transfer coeffi-
cients shift by an order of magnitude at plant scale, for instance.

e High y allows physically meaningful scenario boundaries
(e.g. adiabatic vs. isothermal limits), making sensitivity anal-
ysis informative rather than arbitrary.

e Low 0 implies that sensitivity to poorly constrained parame-
ters should be explicitly reported as a decision risk.

Step G: Information-Rich Experimental Design

Design experiments that maximally reduce model uncertainty or

discriminate between competing model structures. This is where

the workflow feeds back into empirical work:

e Low 0 makes this step high-priority - experiments should be
designed to fill specific data gaps identified in Steps D-F, not
to re-explore the entire design space.

e High p means pilot-scale or intermediate-scale experiments
that probe the regime transition are more valuable than addi-
tional lab replicates.

e High vy with competing models (Step C) enables model-dis-
criminating experiments - conditions where candidate models
predict qualitatively different outcomes. The diagnostic frame-
work ensures experiments are targeted investments rather than
broad surveys.

Step H: Prospective Validation and Documentation (Model

Cards)

Document the model’s scope, assumptions, validated domain,
known failure modes, and update history in a standardized format
(a ‘model card’). The axes define the documentation requirements:
e High o demands formal model cards with explicit validity

boundaries, version control, and change-management proto-

cols.

* High p requires clear statements about the extrapolation dis-
tance and the conditions under which the model should not
be trusted.

e All axes should be recorded as part of the model card, creating
a shared language for future users to assess whether the model
applies to their problem.

5.1 The Diagnostic Framework as Workflow Governor
The four axes (y, 8, p, ©) serve three functions across this

workflow:

e Pipeline selection: As explained in the previous discussion
and in Fig. 1, based on the problem at hand each pipeline can
offer better outcomes and returns on the company’s use of
resources.

e Step calibration (within the workflow): Each axis modulates
the rigor, emphasis, and stopping criteria at every step - deter-
mining, for example, whether two competing models suffice
or five are needed, whether formal Bayesian inference is re-
quired or point estimates are acceptable.

*  Communication tool (across disciplines): By scoring a prob-
lem on four explicit dimensions, engineers, chemists, and da-
ta scientists establish shared expectations about what kind of
model is being built and why to best optimize their resource
allocation. This converts the eight steps from a generic check-
list into a problem-adapted protocol, ensuring that effort is
allocated where the diagnostic profile indicates genuine risk.

This approach converts LLM outputs from plausible narratives

into auditable engineering artifacts.

5.2 An Application: Scale-up of a Heterogeneous
Catalytic Hydrogenation

To make the diagnostic framework concrete, consider the fol-
lowing representative problem: scaling a heterogeneous catalyt-
ic hydrogenation from laboratory (50 mL reactor) to pilot plant
(50 L reactor) for a fine chemical intermediate with only limited
data availability at the small scale.

Diagnostic conclusion: High v, high p, high o — Insight
Pipeline. Refer to Fig. 1 above. A purely data-driven model
trained on 12 lab runs cannot reliably extrapolate to pilot-scale
mass transfer conditions and would not meet regulatory audita-
bility requirements.

Use of LLMs: An LLM is prompted to assemble a two-phase
slurry reactor model: it retrieves the Langmuir—Hinshelwood
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Table 1: The score of the four axes based on initial available information.

Axis Score Rationale

Mass transfer, reaction kinetics,
and heat effects in slurry reactors
are well-described by published
Langmuir-Hinshelwood kinetics
and two-film mass transfer theory.
Governing equations can be written
from established theory.

Physical law-
knowability

W)

High

Only 12 laboratory runs exist at
the target chemistry. No pilot-scale
historical data. Data are sparse

and were collected under varying
catalyst loadings during method
development.

Data

availability (5) Low

Scale-up changes the governing
mass transfer regime: in the lab,
external diffusion is negligible; at
pilot scale, gas—liquid mass transfer
becomes rate-limiting. The model
will be extrapolated beyond the data
regime.

Regime

novelty (p) High

The intermediate feeds a critical
Active Ingredient synthesis; yield
predictions must be accurate.

Reliability

. High
constraint (o) 18

rate expression from literature for the reaction class, generates
a Python implementation of the ordinary differential equation
(ODE) system solver, and checks dimensional consistency. The
engineer audits each equation against primary sources before pa-
rameterization - precisely because low & combined with high p
means a plausible-looking but wrong constitutive relation would
propagate undetected through all downstream steps. This may al-
so be repeated in order for engineers to review each other’s work.
In practice, modeling expertise and adequate time allocation for
this audit step are prerequisites for responsible deployment of the
workflow.

Application: Two competing models are constructed: a sim-
pler pseudo-homogeneous model and a two-film heterogeneous
model. Identifiability analysis shows the mass transfer coefficient
(kLa) is not identifiable from the existing 12 lab runs — the da-
ta do not excite the relevant gas—liquid dynamics at laboratory
scale. This leads to better informed choice, where a set of four
pilot-scale experiments at varied agitation rates and gas superfi-
cial velocities is designed to resolve kLa, rather than repeating any
laboratory replicates that add no new information. Uncertainty
quantification will confirm that, under the sparse-data constraint
(low 9), predicted yield distributions at pilot scale span +15% - an
honest and actionable result that informs the decision to run the
targeted experiments before committing to full-scale production.

Model card output: The final model card records: ¢ = high,
0 = low—medium (after targeted experiments), p = high,
o = high; validated domain = pilot scale under specified agitation
and temperature ranges; known failure mode = predictions out-
side the validated kLa range; version and change-management
log attached. This shared documentation allows a future engineer
in a different geography to assess immediately whether the model
applies to their reactor configuration - without repeating the full
development cycle.

Implementing the diagnostic workflow consistently across
projects and organizations presents a practical challenge that the
framework alone does not resolve. Engineering teams differ in
their familiarity with mechanistic modeling, and knowledge man-

agement practices vary substantially-both across industries and
between business units within the same company. A methodology
that requires each team to independently develop fluency in scor-
ing P, §, p, and o risks inconsistent application, particularly in
time-constrained development settings where the default is empir-
ical. We propose that an LLM fine-tuned or retrieval-augmented
on documented model cards, historical project assessments, and
domain-specific modeling knowledge could serve as a practical
guide for engineers navigating this scoping step. Rather than re-
placing expert judgment, such a tool would prompt engineers with
the right diagnostic questions, surface analogous prior assess-
ments from the organization’s project history, and flag common
misclassifications - such as treating a high-p scale-up problem as
exploitative simply because historical batch data exist. The model
card format introduced in Step H of the workflow is designed to
generate this institutional memory over time, making each com-
pleted project a contribution to the organization’s collective diag-
nostic capacity.

6. Conclusions

Chemical engineering has always adapted to its tools. Al rep-
resents a new class of tools that reduces the cost of both data
extraction and mechanistic reasoning. This creates an opportunity
to rebalance the discipline. We have argued for three shifts:

e distinguishing between exploratory and exploitative data
modes

e complementing traditional data pipelines with mechanistic
insight pipelines

e recovering the mindset of modeling-first supported by the dis-
cipline’s theoretical foundations to extract insights and pre-
dictions

The implication is tangible: Transport Phenomena, population
balances, and non-equilibrium thermodynamics grow beyond
being pedagogical milestones into becoming operational tools
- available to any engineer willing to engage critically with an
LLM-generated model.

The judgment of an engineer who has watched a crystallizer
behave unexpectedly at three in the morning or traced a batch
failure to an assumption that looked reasonable on paper is still
essential. Al is simply making it cheaper to act on.
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